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Abstract

In planning with action costs, heuristic estimators are
commonly used to guide the search towards lower cost
plans. Some admissible cost-based heuristics are weak
(non-informative), while others are expensive to com-
pute. In contrast, non-admissible cost-based heuristics
are in general more informative, but may overestimate
the computed cost, yielding non-optimal plans. This
paper introduces a domain-independent non-admissible
heuristic for planning with action costs that computes
more accurate cost estimates. This heuristic is based on
cost propagation in a plan graph, but uses interaction
to compute information about the relationships between
pairs of propositions and pairs of actions to calculate
more accurate cost estimates. We show the trade-off
between the solution quality and the planning perfor-
mance when applying this heuristic in classical plan-
ning. This heuristic is expensive for planning, but we
demonstrate that it is quite useful for goal recognition.

Introduction
In planning with action costs, heuristic estimators are
commonly used to guide the search towards lower cost
plans. Some admissible cost-based heuristics, like the max
heuristic h

max (Bonet and Geffner, 2001), are weak (non-
informative), while others, like the higher-order heuristics
h

m (Haslum and Geffner, 2000), are expensive to compute.
In contrast, non-admissible cost-based heuristics, like the
additive heuristic h

add (Bonet and Geffner, 2001) and the
set-additive heuristic h

s
a

(Keyder and Geffner, 2007), are
more informative and have shown good performance in time
and solution quality. However, they may overestimate the
computed cost in some cases, yielding non-optimal plans.

In this paper, we introduce a domain-independent non-
admissible heuristic for planning with action costs that com-
putes more accurate cost estimates. This heuristic is based
on cost propagation in a plan graph, but we use interac-
tion (Bryce and Smith, 2006) to compute information about
the relationships between pairs of propositions and pairs of
actions, yielding more accurate cost estimates. We show the
trade-off between the solution quality and the planning per-
formance when applying this heuristic in classical planning.
This heuristic is expensive for planning, but we demonstrate
it is quite worthwhile for goal recognition.

This paper begins with a review of cost propagation in
a plan graph. Then, we introduce interaction and its use
in cost propagation in a plan graph. Then we describe two
cost-based heuristic estimators and evaluate their accuracy.
We present an empirical study of the heuristics in classical
planning and goal recognition.

Cost propagation in a plan graph
Plan graphs (Blum and Furst, 1997) provide an optimistic
method to estimate the set of achievable propositions, and
the set of feasible actions, for a particular starting state and
goal state. They have been commonly used to compute
heuristic distance estimates between states and goals and,
recently, to compute estimates of the cost that propositions
can be achieved, and an action can be performed. Propa-
gation of cost estimates in a plan graph is a technique that
has been used in a number of planning systems (Bonet, Lo-
erincs, and Geffner, 1997; Nguyen, Kambhampati, and Ni-
genda, 2002; Do and Kambhampati, 2002). The computa-
tion of cost estimates starts from the initial conditions and
works progressively forward through each successive layer
of the plan graph. For level 0 it is assumed that the cost of
the propositions is zero. With this assumption, the propa-
gation starts by computing the cost of the actions at level
zero. In general, the cost of performing an action a at level l

with a set of preconditions Pa is equal to the cost of achiev-
ing its preconditions. This may be computed in two dif-
ferent ways: (1) Maximization: the cost of an action is
equal to the cost of reaching its costliest precondition, i.e.,
cost(a) = maxxi2Pa cost(xi), (2) Summation: the cost of
an action is equal to the cost of reaching all its precondi-
tions, i.e., cost(a) =

P
xi2Pa

cost(xi). The first method
is admissible since it underestimates the cost of an action.
This allows for dependence among the preconditions of an
action. In contrast, the second method is inadmissible since
it assumes independence among all preconditions of an ac-
tion. As a consequence, the cost may be underestimated, if
some of the preconditions interfere with each other, or over-
estimated, if some of the preconditions are achieved by a
common action.

The cost of achieving a proposition x at level l, achieved
by actions Ax at the preceding level, is the minimum
cost among all a 2 Ax. It is defined as cost(x) =
mina2Ax [cost(a) + Costa], where Costa is the cost of ap-
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plying the action a.
Taking the above calculations into consideration, a cost-

plan graph is built in the same way that an ordinary planning
graph is created. The construction process finishes when
two consecutive proposition layers are identical and there is
quiescence in cost for every proposition and action in the
plan graph. On completion, each possible goal proposition
has an estimated cost.

Our work focuses on computing more accurate estimates
of cost by introducing the concept of interaction in the cost
propagation in a plan graph. This primarily impacts the cal-
culation of cost for sets of preconditions, although the con-
sequences propagate through to propositions. We describe
the calculation and use of interaction in the next section.

Interaction
Interaction is a value that represents how more or less costly
it is that two propositions or actions are established together
instead of independently. This concept is a generalization
of the mutual exclusion concept used in classical planning
graphs. Formally, the optimal Interaction, I

⇤, considers n-
ary interaction relationships among propositions and among
actions (p0 to pn) in the plan graph, and it is defined as:
I
⇤(p0, ..., pn) = cost

⇤(p0^...^pn)�(cost⇤(p0)+...+cost
⇤(pn))

(1)

where the term cost
⇤(p0 ^ ... ^ pn) is the minimum cost

among all the possible plans that achieve all the members
in the set. Computing I

⇤ would be computationally pro-
hibitive. As a result, we limit the calculation of these values
to pairs of propositions and pairs of actions in each level of
a plan graph – in other words, binary interaction:

I
⇤(p, q) = cost

⇤(p ^ q) � (cost⇤(p) + cost
⇤(q)) (2)

It has the following features:

I
⇤(p, q) is

8
<

:

< 0 if p and q are synergistic
= 0 if p and q are independent
> 0 if p and q interfere

In other words, I provides information about the degree
of interference or synergy between pairs of propositions and
pairs of actions in a plan graph. When 0 < I(p, q) < 1 it
means that there is some interference between the best plans
for achieving p and q so it is harder (more costly) to achieve
them both than to achieve them independently. In the ex-
treme case, I = 1, the propositions or actions are mutually
exclusive. Similarly, I(p, q) < 0 (synergy) means that the
cost of establishing both p and q is less than the sum of the
costs for establishing the two independently. However, this
cost cannot be less than the cost of establishing the most dif-
ficult of p and q. As a result I(p, q) is bounded below by
� min[cost(p), cost(q)].

Instead of computing mutex information, the new cost
propagation technique computes interaction information be-
tween all pairs of propositions and all pairs of actions at each
level. Interaction is taken into account in the cost propaga-
tion, which establishes a better estimation of the cost for two
propositions or two actions performed at the same time.

The computation of cost and interaction information be-
gins at level zero of the plan graph and sequentially proceeds

Figure 1: A cost plan graph level with cost and interaction
calculation and propagation.

to higher levels. For level zero it is assumed that (1) the cost
of each proposition at this level is 0, and (2) the interaction
between each pair of propositions at this level is 0, which
means independence between propositions. Neither of these
assumptions are essential, but they are adopted here for sim-
plicity.

Computing action cost and interaction
The cost and interaction information of a proposition layer
at a given level of the plan graph is used to compute the
cost and the interaction information for the subsequent ac-
tion layer. Considering an action a at level l with a set of
preconditions Pa, the cost of an action is approximated as
the cost that all the preconditions are achieved plus the in-
teraction between all pairs of preconditions:

cost
⇤(a) = cost

⇤(Pa) ⇡
X

xi2Pa

cost(xi) +
X

(xi,xj)2Pa
j>i

I(xi, xj)

(3)

As an example, consider one level of the cost-plan graph
shown in Figure 1. There are three propositions r, s, and
t with costs 5, 3, and 2 respectively, and interaction values
I(r, s) = 0, I(r, t) = �1, and I(s, t) = 2. There are two
actions A and B, which have cost 1. The number above
the propositions and actions are the costs computed for each
one during the cost propagation process (those highlighted
are the cost that we will compute in this section). For this
example, the costs of actions A and B are:

cost(A) ⇡ cost(r) + cost(s) + I(r, s) = 5 + 3 = 8

cost(B) ⇡ cost(s) + cost(t) + I(s, t) = 3 + 2 + 2 = 7

The next step is to compute the interaction between actions,
which is defined as follows:

I
⇤(a, b) =

8
><

>:

1 if a and b are mutex by inconsistent effects
or interference

cost
⇤(a ^ b) � cost

⇤(a) � cost
⇤(b) otherwise

where cost
⇤(a ^ b) is defined to be cost(Pa [ Pb). This is

approximated as in (3) by:

cost(Pa [ Pb) ⇡
X

xi2Pa[Pb

cost(xi) +
X

(xi,xj)2Pa[Pb
j>i

I(xi, xj)

If the actions are mutex by inconsistent effects, or inter-
ference, then the interaction is 1. Otherwise, the interaction



above simplifies to:

I(a, b) ⇡
X

xi2Pa�Pb
xj2Pb�Pa

I(xi, xj) �
 X

xi2Pa\Pb

cost(xi) +

X

(xi,xj)2Pa\Pb
j>i

I(xi, xj)

�

For the example in Figure 1, the interaction between actions
A and B reduces to:

I(A, B) ⇡ I(r, t) � cost(s) = �1 � 3 = �4

The fact that I(A, B) = �4 means that there is some
degree of synergy between both actions. This synergy comes
from the fact that they have a common precondition s.

Computing proposition cost and interaction
The next step consists of calculating the cost of the propo-
sitions at the next level. In this calculation, all the possible
actions at the previous level that achieve each proposition
are considered. We make the usual optimistic approxima-
tion that the least expensive action can be used. Therefore,
the cost of a proposition is the minimum over the costs of all
the actions that can achieve the proposition. More formally,
for a proposition x at level l, achieved by actions Ax at the
preceding level, the cost is calculated as:

cost
⇤(x) = min

a2Ax
[cost(a) + Costa] (4)

In our example, the cost of proposition y of the graph is:

cost(y) = min[cost(A) + CostA, cost(B) + CostB ]

= min[8 + 1, 7 + 1] = 8

Finally, the interaction between a pair of propositions x

and y is computed. In order to compute the interaction be-
tween two propositions at a level l, all possible ways of
achieving those propositions at the previous level are con-
sidered. In other words, all the actions that achieve the pair
of propositions are considered. Suppose that Ax and Ay are
the sets of actions that achieve propositions x and y respec-
tively at level l. The interaction between x and y is then:

I
⇤(x, y) = cost

⇤(x ^ y) � cost
⇤(x) � cost

⇤(y)

= min
a2Ax
b2Ay

⇢
cost(a ^ b)

�
� cost

⇤(x) � cost
⇤(y)

⇡ min

8
>>>>><

>>>>>:

min
a2Ax\Ay

cost(a) + Costa

min
a2Ax�Ay
b2Ay�Ax

2

4
cost(a) + Costa+
cost(b) + Costb+
I(a, b)

3

5

9
>>>>>=

>>>>>;

�cost(x) � cost(y)

In our simple example, consider the calculation of the
interaction between x and y where the possible ways to

achieve both are performing A or A and B. Only the first of
these possibilities is considered, since In this case, Ax �Ay

is empty. The interaction is therefore simply:

I(x, y) ⇡ [cost(A) + CostA] � cost(x) � cost(y)

= [8 + 1] � 9 � 8 = �8

Heuristic estimator based on interactions
The cost-plan graph described in the previous section in-
cludes, for each proposition and action in the plan graph, an
approximate cost of achievement. These cost estimates may
be used as heuristic estimators. The next subsections de-
scribe two different methods that make use of this informa-
tion to compute heuristic estimates. The first method com-
putes the estimated cost using the information given in the
plan graph, while the second one builds a relaxed plan where
the propagated cost information is taken into account in the
relaxed-plan construction.

The h
I heuristic

The h
I heuristic is based directly on the cost and interac-

tion information computed in the cost-plan graph. It de-
fines the estimated cost of achieving a (conjunctives) goal
G = {g1, ..., gn} as:

h
I = cost(G) ⇡

X

gi2G


cost(gi) +

X

(gi,gj)2G

j<i

I(gi, gj)

�
(5)

The interaction information helps to compute more ac-
curate estimates of cost when subgoals interfere with each
other. However, the fact that the interaction computation is
binary makes the heuristic h

I non-admissible. Therefore,
the estimated cost is an approximation of the optimal cost.
Essentially, when all the preconditions of each action are
independent of each other, the heuristic h

I reduces to the
heuristic h

add. Otherwise, h
I will be greater or less than

h
add depending on whether the interaction is negative or

positive.

The h
I
rp heuristic

The h
I
rp

heuristic is based on computing a relaxed plan with
the use of cost information in the plan graph. The more
sophisticated strategy is to make use of cost and interaction
information in the plan graph when selecting actions for the
relaxed plan. In particular, to achieve a particular subgoal
at a level l, the relaxed plan construction chooses the action
that minimizes the cost of achieving the goal at level l. The
sum of the costs of the actions in the relaxed plan ⇡ provides
an estimate of cost for the goal. It is defined as:

h
I

rp = cost(⇡) =
X

ai2⇡

Costai (6)

Like the heuristic h
I , the heuristic h

I
rp

is non-admissible.



Accuracy Evaluation
The previous section describes two inadmissible heuristics
based on a cost-plan graph with interactions. To evaluate
the accuracy of these heuristics, we compare estimated cost
against the optimal cost for a suite of problems. The optimal
cost of each problem is computed using the optimal planner
HSP⇤

f
(Haslum, 2008), which was allowed to run for an un-

limited amount of time. In addition to the h
I and h

I
rp

heuris-
tics, the evaluation is done for h

add and h
add
rp

, which are the
versions without interaction. In these cases, the cost-plan
graph is built using traditional cost propagation. Likewise,
the evaluation is done for the set-additive heuristic h

s
a
. In

addition, we did the evaluation using the satisficing planners
LPG (Gerevini, Saetti, and Serina, 2003), SGPlan6 (Chen,
W., and Chih-Wei, 2006), and MetricFF (Hoffmann, 2003).
LPG is run using LPG-speed (LPGs) that computes the
first solution, and LPG-quality (LPGq) that computes the
best solution. MetricFF is run under its three different ap-
proaches that perform cost minimization using weighted A⇤

(MetricFF3), A⇤
"

(MetricFF4), and enforced hill-climbing
then A⇤

"
(MetricFF5). The experiments were conducted on

an Intel Xeon CPU E5-1650 processor running at 3.20GHz
with 32 GB of RAM in a time limit of 1800s.

Table 1 shows the results of this evaluation on 8 planning
domains with 15 problems each. For each approach in each
domain, each column shows the following measures:
• r is the ratio of the estimated cost to the optimal cost per

problem.
• M is the mean of the ratio among the solved problems.
• � is the standard deviation of the ratio among the solved

problems.
The symbol “-” means the approach does not solve the

problem within the time limit. Bold values symbolized the
closer and lower variance cost estimate. In the Blocksword
and Elevator domains, h

I computes cost estimates that
are considerably closer to the optimal and more consistent
(lower variance) than the actual costs computed by the satis-
ficing planners LPGs, LPGq , SGPlan6, and MetricFF. In the
Logistics domain, h

I computes cost estimates as accurate as
MetricFF3, which computes the closest and most consistent
solution among the evaluated planners. In the rest of the do-
mains, h

I generates better estimates than h
add and h

add
rp

, but
not as good as h

s
a

and the better satisficing planners. For
the h

I
rp

heuristic, in the Intrusion and Kitchen domains, it
computes cost estimates equal to the optimal cost. In the
Blocks, Campus, Floortile, and Logistics domains, hI

rp
com-

putes cost estimates that are better than the costs computed
by some of the satisficing planners. In the Elevator domain,
it computes poor cost estimates, but in Pegsol it does slightly
better than h

I .
Overall, h

I computes cost estimates with lower variance
and closer to the optimal cost than cost estimates computed
by h

add in all the domains except Logistics. h
add
rp

and h
I
rp

have similar behaviors. Our hypothesis is that while con-
structing the cost-relaxed plan, the algorithm only considers
the actions that minimize the cost, but not the interactions
between/among them. Those selected actions might be the

same as the ones where the interaction during cost propaga-
tion is not considered. As a result, using interaction infor-
mation in relaxed plan extraction might give a more accurate
estimate of cost.

hI Heuristics in Planning
As a result of the increased accuracy and stability of the
above-described h

I heuristics, it is natural to try to use them
for planning purposes. The MetricFF planner (Hoffmann,
2003) was modified to incorporate these heuristics. The
search strategy remains the same. For purposes of this test,
the A

⇤
"

strategy was chosen. The only difference is the suc-
cessors evaluation of the current state, which is based on the
cost estimate computed by the h

I or h
I
rp

heuristic. The best
successor is the one with the lowest cost. Four variations of
the MetricFF planner are compared:

• MetricFFI : h
I as heuristic function (equation (5)), and

cost propagation through the plan graph considering in-
teraction information.

• MetricFFadd: h
add as heuristic function, and cost propa-

gation through the plan graph not considering interaction
information.

• MetricFFI
rp

: h
I
rp

as heuristic function (equation (6)), and
cost propagation through the plan graph considering in-
teraction information.

• MetricFFadd
rp

: h
I
rp

as heuristic function, and cost propa-
gation through the plan graph not considering interaction
information.

We have tested an additional strategy, namely MetricFFI

k
,

which uses the h
I heuristic function and cost propagation

through the plan graph considering interaction information
in only the first k levels of the search process, and then h

add

heuristic for the rest of the search. Because the h
I heuristic

is expensive to compute, and heuristics tend to be less ac-
curate earlier in the search, we wanted to find out if the h

I

heuristic could benefit the search process, but limit compu-
tation by only using it for a limited number of levels of the
search.

Tables 2 and 3 show the results of an accuracy evaluation
on the same 8 planning domains used in the previous sec-
tion. For each approach, each row shows an average of M
and � among all the domains. The MetricFFI

k
planner has

been tested with k = 1 up to 4. In general, the 8 planner
variations reach solutions very close to the optimal. As we
expected, MetricFFI and MetricFFI

rp
solution qualities are

slightly better than the ones generated by MetricFFadd and
MetricFFadd

rp
. For MetricFFI

k
, when k = 2 or k = 4 the tech-

nique generates closer and more consistent cost estimates
than for any other k value tested and any MetricFF variation.
However, for k = 2 the technique is faster than for k = 4.
For computational time, Figure 2 shows a scatter plot, where
each dot in the plot represents the relationship between
MetricFFadd

rp
and MetricFFI , and between MetricFFadd

rp
and

MetricFFI
2 for each tested problem. (We chose to compare

these three planner since they show better performance in
terms of accuracy.) In general, MetricFFI and MetricFFI

2 are



Table 1: Accuracy evaluation among different planning and heuristic techniques.

Domain Approach r M �p01 p02 p03 p04 p05 p06 p07 p08 p09 p10 p11 p12 p13 p14 p15

Blocks

LPGs 1.33 1.18 1 1.21 1.08 1 1 1.1 1.15 1 1 1 1.16 1.34 1.53 1.14 0.155
LPGq 1 1 1 1.21 1.25 1 1 1 1 1 1 1 1 1.13 1 1.039 0.081

SGPlan 1 1 1 1 1 1 1 1 1 1 1 1 2.33 1 2.68 1.201 0.517
MetricFF3 1 1 1 1 1.25 1 1 1 1 1 1 1 1 1.26 1.18 1.046 0.094
MetricFF4 1.08 1 1 1.21 1.37 1 1 1 1.15 1.8 1 1 1.16 1.39 3.5 1.311 0.623
MetricFF5 1.41 1.75 1.35 1.21 1.45 1.8 1.75 1.1 1.15 1.8 1.37 1.37 1.16 1.47 1.34 1.435 0.231

h
s
a

0.91 1 1 0.89 0.83 1 1 0.95 0.7 1 1 1 0.66 0.82 0.87 0.91 0.108
h

I 1 1.12 1 1.1 1.2 1 1 0.75 1 1 1 1 1 1.04 1.15 1.025 0.099
h

add 1.16 1.37 1.35 1.21 1.2 1 1 1.7 0.7 1 1.37 1.37 0.66 1.08 1.15 1.158 0.259
h

I
rp

0.91 1 1 0.89 0.83 1 1 0.95 0.7 1 1 1 0.66 0.82 0.87 0.91 0.108
h

add
rp

0.91 1 1 0.89 0.83 1 1 0.95 0.7 1 1 1 0.66 0.82 0.87 0.91 0.108

Campus

LPGs 1.35 1.1 1.43 1.12 1 1.35 1.18 1.07 1.28 1.25 1.07 1.03 1.21 1.14 1.25 1.193 0.124
LPGq 1 1.07 1.12 1 1.12 1.07 1.12 1.07 1.28 1 1.18 1.03 1 1.03 1.31 1.096 0.096

SGPlan 1 1 1 1 1 1.14 1 1 1 1 1 1 1 1 1 1.009 0.035
MetricFF3 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0
MetricFF4 1.85 1.25 1.37 1.37 1.37 1.71 1.56 1.33 1.85 1.43 1.33 1.07 1.14 1.14 1.37 1.413 0.233
MetricFF5 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

h
s
a

0.85 0.92 0.87 0.81 0.87 0.85 0.75 1 0.85 0.87 1 0.96 0.92 0.92 0.81 0.888 0.068
h

I 1 0.89 1 1 1 1 1.12 0.92 1 1 0.92 0.89 0.96 0.96 1 0.979 0.055
h

add 2.5 2.67 2.93 2.81 2.68 2.64 2.68 2.81 2.5 2.93 2.81 2.71 2.53 2.53 2.81 2.707 0.141
h

I
rp

1 0.92 1 1 0.93 1 0.87 1 1 1 1 1.1 0.92 0.92 1 0.98 0.051
h

add
rp

0.85 0.92 0.87 0.81 1.06 0.85 0.75 1 0.85 0.87 1 1.07 0.92 0.92 0.81 0.907 0.09

Elevator

LPGs 1.6 1.4 2.11 1.28 1.09 1.33 - 1.53 1 1.26 2.33 2.638 1.94 2.52 2.88 1.781 0.595
LPGq 1.9 1.8 2.11 1.28 1 1.08 - 1.06 1 1.36 1.8 1.42 1.94 2.19 2.76 1.624 0.514

SGPlan 1.2 1 1.33 1.28 1.09 1.08 - 1.06 1.2 1.21 1.46 1.47 1.15 2.04 2.05 1.333 0.323
MetricFF3 - - - - - - - - - - - - - - - - -
MetricFF4 3.2 3.6 2 2.71 1.9 3.75 - 4.2 1.1 4.21 - - - - - 2.964 1.04
MetricFF5 2 1.8 1.66 1.28 1.27 1.08 - 1.73 1.2 1.31 2.33 1.94 1.73 2.52 1.7 1.686 0.411

h
s
a

0.8 0.8 1.11 0.85 0.9 0.83 - 1 1 0.78 1.06 0.84 0.94 0.95 1 0.922 0.1
h

I 0.7 1.8 1 1.85 0.72 0.75 - 1 1.3 0.73 0.66 0.57 0.94 0.85 0.94 0.990 0.384
h

add 2.2 2.8 2.55 3.14 2.45 2.16 0 2.13 2 2.26 5.2 3.52 4 4.71 4.35 3.107 1.031
h

I
rp

1.7 2.2 1.77 1.71 1.72 1.5 - 1.46 1.6 1.42 1.73 1.68 1.68 1.57 1.76 1.681 0.18
h

add
rp

1.7 2.4 1.77 1.14 1.72 1.5 0 1.46 1.6 1.42 1.73 1.68 1.68 1.57 1.7 1.651 0.263

Floortile

LPGs 1 1.36 1.32 1.53 1.76 4.94 2 4.55 5.46 7.65 7.79 5.2 4.74 4.32 4.16 3.855 2.177
LPGq 1 1 2.84 1 1.58 1.5 1.16 1.4 1.55 1.44 1.18 1.64 - 1.42 1.13 1.421 0.45

SGPlan 1 1.36 1.8 2.06 1.52 1.944 1.54 1.5 1.72 1.65 1.37 1.49 1.43 1.78 1.47 1.58 0.252
MetricFF3 1 1 1 1.4 1 1 1.29 - 1.09 - - - - - - 1.097 0.148
MetricFF4 1 1 3.16 1.93 3.08 - - - - - - - - - - 2.036 0.951
MetricFF5 1 1.72 2.4 1.53 1.64 - - - - - - - - - - 1.661 0.448

h
s
a

1.2 1.09 0.92 1 0.88 0.86 0.75 1.01 0.8 1.03 0.86 0.83 1.15 0.91 0.94 0.951 0.125
h

I 1 1 1.12 0.86 1 1 0.83 0.33 0.66 0.16 0.29 0.09 0.12 0.48 0.25 0.614 0.366
h

add 1.2 1.27 1.04 1.2 1.02 1.02 1 1.28 1.04 1.66 1.18 1.41 1.85 1.19 1.27 1.246 0.233
h

I
rp

1 1.36 1.16 1.13 1.05 0.88 0.83 1.03 0.86 0.86 0.76 0.75 0.81 0.92 0.88 0.954 0.164
h

add
rp

1 1.36 1.16 1.13 1.05 0.88 0.83 1.03 0.86 0.83 0.76 0.75 0.81 0.92 0.88 0.954 0.164

Intrusion
others 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

h
I 1 1 1 1 1 1 1 1 0.9 1 1 1 1 1 1 0.993 0.024

h
add 1 1.33 1.25 1.33 1.25 1.22 1.33 1.25 1.5 1.28 1.25 1.25 1.25 1.25 1.28 1.269 0.097

Kitchen

others 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0
LPGs 1 1 1 1 1 1 1 1 1.3 1.3 1 1 1 1 1.3 1.06 0.12
LPGq 1.06 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1.004 0.016

SGPlan 1.06 1.06 1.06 1.06 1.13 1.13 1.13 1.13 1.3 1.3 1.3 1.3 1.3 1.3 1.3 1.192 0.103
MetricFF5 1.04 1.04 1.04 1.04 1 1 1 1 1.2 1.2 1.2 1.2 1.2 1.2 1.2 1.104 0.09

h
I 0.97 0.97 0.97 0.97 1 1 1 1 1 1 1 1 1 1 1 0.994 0.009

h
I
rp

1.06 1.06 1.06 1.06 1 1 1 1 1 1 1 1 1 1 1 1.017 0.028

Logistic

LPGs 1.14 1.25 1.41 1.58 1.28 1.36 1.08 1.2 1 1.16 2.25 1.77 1 1.4 1.07 1.333 0.321
LPGq 1.21 1.08 1.08 1 1 1.27 1.41 1 1.08 1.16 1.5 1.22 1 1 1.3 1.156 0.156

SGPlan 1 1 1.16 1.16 1 1.18 1.16 1.2 1 1 1 1.22 1.16 1 1 1.084 0.091
MetricFF3 1.07 1 1 1.16 1.07 1 1 1 1 1 1 1 1 1 1 1.02 0.045
MetricFF4 1.35 1.08 2.91 1.83 1.35 1.63 1.08 1 1.75 1.08 1.08 1 1.08 1.3 2.23 1.453 0.525
MetricFF5 1.14 1.08 1.08 1.08 1.07 1.18 1 1 1.08 1.08 1.08 1.44 1.08 1.6 1.23 1.15 0.158

h
s
a

0.71 0.75 1 1 0.71 0.81 1 1 1 1 0.75 1 1 0.7 0.84 0.886 0.126
h

I 0.92 1.08 1 1.08 0.92 0.72 1 1 1 1 1.08 0.88 1 1.2 0.76 0.979 0.116
h

add 0.71 1.16 1 1 0.71 0.81 1 1 1 1 1 1 1 1 0.84 0.95 0.118
h

I
rp

1 1.16 1 1.16 1 1 1 1 1 1 1.16 1 1 1.2 0.84 1.036 0.092
h

add
rp

0.71 0.75 1 1 0.71 0.81 1 1 1 1 0.75 1 1 0.7 0.84 0.886 0.126

Pegsol

LPGs 1 1 1 1.5 1.25 2 1.66 - 1.26 2.05 - 1.29 - - 1.79 1.438 0.374
LPGq 1 1 1 1 1 1.25 1 1.05 1.26 1.55 - 1.04 - - - 1.106 0.171

SGPlan 1 1 1 1 1.25 1.5 1.33 - 1.2 - 1.14 - - - 1.5 1.192 0.19
MetricFF3 1 1 1 1 1.25 1.75 1 1.83 1.4 1.83 1.28 1 1.33 1.57 1.5 1.317 0.309
MetricFF4 1 1 1 1.5 1.25 1.75 1.33 1.83 1.6 1.66 1.28 1.25 1.33 1.42 1.37 1.373 0.254
MetricFF5 1 1 1 1.5 1.25 1.75 2 1.83 1.6 1.66 1.28 1.25 1.33 1.42 1.37 1.418 0.297

h
s
a

1 0.8 1.25 1.25 1 2 1.33 1.5 1.8 1.16 1.28 1.12 1 1.28 1.25 1.269 0.299
h

I 1.5 0.53 0.33 4.41 0.33 0.41 6.44 1.66 0.46 0.22 0.76 0.29 2.81 1.09 0.29 1.439 1.747
h

add 7.5 1.2 1.75 2.25 2.75 4 7.33 1.83 3 2.5 2 2.37 1.66 2.14 2.25 2.97 1.853
h

I
rp

2 0.86 1.33 1.25 1.25 1.25 2.33 1.16 1.86 1.22 1.33 0.87 0.88 1.33 1.45 1.361 0.401
h

add
rp

2.5 1 1.25 1.25 1.75 1.75 3 1.16 2 1.33 1.14 0.87 0.88 1.42 1.37 1.514 0.58

slower than MetricFFadd
rp

. However, there are several prob-
lems where MetricFFadd

rp
does not find the solution within

the given time, unlike MetricFFI and MetricFFI
2. It is also

noticeable that the use of the h
I heuristic in only the first two



Table 2: Accuracy evaluation among different MetricFF
variations based on h

I , h
add, h

I
rp

, and h
add
rp

heuristics.

Approach MetricFFI MetricFFadd MetricFFI
rp

MetricFFadd
rp

M 1.006 1.013 1.088 1.015
� 0.019 0.034 0.145 0.02

levels of the search process benefits the performance. It gen-
erates equal quality results and is a bit faster than MetricFFI .

Table 3: Accuracy evaluation among different k values.
Approach MetricFFI

1 MetricFFI
2 MetricFFI

3 MetricFFI
4

M 1.015 1.005 1.006 1.005
� 0.026 0.017 0.019 0.016

In general, HSP⇤
f

takes less time to solve a problem than
any MetricFF variation we evaluated. One of the reasons
might be the difference in the search algorithm, IDA⇤ versus
A⇤

"
. We have not done comparisons between heuristics in

HSP⇤
f

because the code for HSP⇤
f

is not well documented
and we have not been successful at incorporating different
heuristics.

Figure 2: Time comparison among MetricFFadd
rp

, MetricFFI ,
and MetricFFI

2.

While the computational overhead of full h
I is high and

does not usually pay off during the actual search process,
this heuristic is extremely useful for goal recognition, which
we discuss in the next section.

hI Heuristics in Goal Recognition
Ramı́rez (2010; 2012), defines a goal recognition problem to
be a tuple T = hP, G, O, Pri where P is a planning domain
and initial conditions, G is a set of possible goals or hypothe-
ses, O is the observed action sequence O = o1, ..., on, and
Pr is the prior probability distribution over the goals in G.
The solution to a plan recognition problem is a probability
distribution over the set of goals G 2 G giving the relative

likelihood of each goal. These posterior goal probabilities
P (G|O) can be characterized using Bayes Rule as:

Pr(G|O) = ↵ Pr(O|G) Pr(G) (7)

where ↵ is a normalizing constant, Pr(G) is the prior dis-
tribution over G 2 G, and Pr(O|G) is the likelihood of
observing O when the goal is G. Ramı́rez goes on to char-
acterize the likelihood Pr(O|G) in terms of cost differences
for achieving G under two conditions: complying with the
observations O, and not complying with the observations
O. More precisely, Ramı́rez characterizes the likelihood,
Pr(O|G), in terms of a Boltzman distribution:

Pr(O|G) =
e
[�� �(G,O)]

1 + e[�� �(G,O)]
(8)

where � is a positive constant and �(G, O) is the cost
difference between achieving the goal with and without the
observations:

�(G, O) = Cost(G|O) � Cost(G|O) (9)

Putting equations (7) and (8) together yields:

Pr(G|O) = ↵
e
[�� �(G,O)]

1 + e[�� �(G,O)]
Pr(G) (10)

By computing �(G, O) for each possible goal, equa-
tion 10 can be used to compute a probability distribution
over those goals. The two costs necessary to compute � can
be found by optimally solving the two planning problems
G|O and G|O. Ramı́rez shows how the constraints O and O

can be compiled into the goals, conditions and effects of the
planning problem so that a standard planner can be used to
find plans for G|O and G|O.

A significant drawback to the Ramı́rez approach is the
computational cost of calling a planner twice for each possi-
ble goal. This makes the approach impractical for real-time
goal recognition, such as for a robot observing a human,
and trying to assist or avoid conflicts. Using h

I we show
how to quickly infer a probability distribution over the pos-
sible goals using the framework of Ramirez. To compute
Cost(G|O), the cost-plan graph is pruned considering the
sequence of observed actions. Consequently, cost estimates
for goals with and without the observations are quickly com-
puted, and a probability distribution over those goals is in-
ferred.

Incremental Plan Recognition
Jigui and Minghao (2007) developed a framework for plan
recognition that narrows the set of possible goals by in-
crementally pruning a plan graph as actions are observed.
The approach consists of building a plan graph to determine
which actions and which propositions are true (1), false (-
1), or unknown (0) given the observations. For level zero,
it is assumed the initial state is true: each proposition has
value 1. In addition, when an action is observed at a level it
gets value 1. The process incrementally builds a plan graph



and updates it level by level. The values of propositions and
actions are updated according to the following rules:

1. An action in the plan graph gets value -1 when any of its
preconditions or any of its effects is -1.

2. An action in the plan graph gets value 1 when it is the sole
producer of an effect that has value 1, noop included.

3. A proposition in the plan graph gets value -1 when all of
its consumers or all of its producers are -1, noop included.

4. A proposition in the plan graph gets value 1 when any of
its consumers or any of its producers is 1, noop included.
The process results in a plan graph where each proposi-

tion and each action is labeled as 1, -1, or 0. Those propo-
sitions and actions identified as -1 can be ignored for plan
recognition purposes, meaning that these are pruned from
the resulting plan graph.

This technique assumes we know the time at which each
action has been observed. To relax this assumption, we de-
veloped a modified version of this pruning technique. Like
Ramı́rez and Geffner (2010), we assume that the sequence
of actions is sequential. Initially, an earliest time step (ets)
i is assigned to each action o in the observed sequence. The
ets is given by the order of each action in the observed se-
quence. That is, given (o0, o1, ..., oi), the ets for each action
is: ets(o0)=0, ets(o1)=1, ets(o2)=2, etc. When the pruning
process starts, we establish that an observed action o may be
observed at the assigned level i if all its preconditions are
true (value 1) and/or unknown (value 0), and they are not
mutually exclusive at level i � 1. Otherwise, the action can-
not be executed at that level, which results in an update of
the ets of each remaining action in the observed sequence.
The result of this updating is that each observed action is as-
sumed to occur at the earliest possible time consistent with
both the observation sequence and the constraints found in
constructing the plan graph, using the interaction informa-
tion. To illustrate this propagation and pruning technique,
consider a simple problem with three operators:

A : y ! z

B : y !, ¬y, t

C : t ! k, ¬t (11)

Suppose the sequence of observed actions is A and C, with
initial ets 0 and 1 respectively. As a result of the propaga-
tion, z must be true (have value 1) at level 1 because A was
observed. Since A and B are mutex, B and its effects t and
¬y are false (have value -1) at level 0. C is initially assumed
to be at level 1, but this cannot be the case because its pre-
condition t is false at level 0. Therefore, the ets for C is
updated to 2. At level 2, k and ¬t must be true because C

was observed. (This results in t being true at level 1.) Since
A and C, and B and C are mutex, A, B, ¬y, and t are not
possible (have value -1) at level 2. B is unknown (has value
0) at level 1 since there is not enough information to deter-
mine whether it is true or false. The proposition y is true
at level 0 since the initial state is assumed to be true, and is
unknown at level 1 because there is not enough information
to determine whether it is true or false. However, it is false
at level 2 due to the mutex relation between C and noop-y.
Proposition z is true at each level since there are no opera-
tors in the domain that delete it.

Figure 3: A plan graph with status values of propositions
and actions

Fast Goal Recognition
The union of the plan graph cost estimation and the observa-
tion pruning techniques results in a heuristic approach that
allows fast estimation of cost differences �(G, O), giving
us probability estimates for the possible goals G 2 G. The
steps are:

1. Build a plan graph for the problem P (domain plus initial
conditions) and propagate cost and interaction informa-
tion through this plan graph according to the technique
early described.

2. For each (possibly conjunctive) goal G 2 G estimate the
Cost(G) from the plan graph using equation (5).

3. Prune the plan graph, based on the observed actions O,
using the technique early described.

4. Compute new cost and interaction estimates for this
pruned plan graph, considering only those propositions
and actions labeled 0, or 1.

5. For each (possibly conjunctive) goal G 2 G estimate the
Cost(G|O) from the cost and interaction estimates in the
pruned plan graph, again using equation (5). The pruned
cost-plan graph may discard propositions or/and actions
in the cost-plan graph necessary to reach the goal. This
constraint provides a way to discriminate possible goals.
However, it may imply that 1) the real goal is discarded, 2)
the calculated costs are less accurate. Therefore, compu-
tation of Cost(G|O) has been developed under two strate-
gies:

(a) Cost(G|O) is computed using the pruned cost-plan
graph.

(b) Cost(G|O) is computed after the pruned cost-plan
graph is expanded to quiescence again. This will rein-
troduce any pruned goals that are still possible given
the observations.

6. For each goal G 2 G, compute �(G, O), and using equa-
tion (10) compute the probability Pr(G|O) for the goal
given the observations.



To illustrate this computation, consider again actions A,
B, and C from equation (11), and the plan graph shown in
Figure 3. Suppose that A, B, and C have costs 2, 1, and 3
respectively, and that the possible goals are g1 = {z, k} and
g2 = {z, t}. Propagating cost and interaction information
through the plan graph, we get Cost(t) = 1, Cost(z) =
2, Cost(k) = 4, and interaction values I(k, t) = 1 and
I(k, z) = 0 at level 3. Now consider the hypothesis g1 =
{z, k}; in order to compute Cost(k^z), we use the cost and
interaction information propagated through the plan graph.
In order to compute Cost(k ^ z|O), the cost and interaction
information is propagated again only in those actions with
status 1 and 0. In our example, these costs are:

Cost(k ^ z) ⇡ Cost(z) + Cost(k) + I(k, z) = 2 + 4 + 0 = 6

Cost(k ^ z|O) ⇡ Cost(k)+Cost(z)+ I(k, z) = 4+2� 1 = 5

Thus, the cost difference is:

�(g1, O) = Cost(g1|O) � Cost(g1) = 5 � 6 = �1

As a result:

Pr(O|g1) =
e
�(�1)

1 + e�(�1)
= 0.73

For the hypothesis g2 = {z, t}, the plan graph dismisses
this hypothesis as a solution because once the plan graph is
pruned, propositions t and z are labeled as -1. Therefore:

Cost(k ^ t|O) ⇡ Cost(k) + Cost(t) + I(k, t) = 1

So:
Pr(O|g2) =

e
�1

1 + e�1 =
0
1

= 0

If we expand the pruned cost-plan graph until quiescence
again, the solution is still the same because A and B are
permanently mutually exclusive.

Assuming uniform priors, Pr(G), after normalizing the
probabilities, we get that Pr(g1|O) = 1 and Pr(g2|O) = 0,
so the goal g1 is certain in this simple example, given the
observations of actions A and C.

Experimental Results
We conducted an experimental evaluation on planning do-
mains used by Ramı́rez: BlocksWord, Intrusion, Kitchen,
and Logistics. Each domain has 15 problems. The hypothe-
ses set and actual goal for each problem were chosen at ran-
dom with the priors on the goal sets assumed to be uniform.
For each problem in each of the domains, we ran the LAMA
planner (Richter and Westphal, 2010) to solve the problem
for the actual goal. The set of observed actions for each
recognition problem was taken to be a subset of this plan so-
lution, ranging from 100% of the actions, down to 10% of
the actions.

Ramı́rez evaluates his technique using an optimal planner
HSP⇤

f
, and LAMA, a satisficing planner that is used in two

modes: as a greedy planner that stops when it finds the first
plan (LAMAG), and as a planner that returns the best plan
found in a given time limit (LAMA). For purposes of this
test, Ramı́rez technique is also evaluated using the heuristic
h

s
a
, which was used in (Ramı́rez and Geffner, 2009). Like

our technique, this requires no search since the cost is given

by a heuristic function. We compare our goal recognition
technique, GR, against Ramı́rez’s technique for those three
planners and h

s
a
, on the aforementioned domains, using a

range of time limits from 5 seconds up to 1800 seconds. We
present three variations of our technique, with and without
extension of the plan graph after pruning:
• GRI : cost propagation in a plan graph considers interac-

tion information.
• GRIE: same as above, but the pruned cost-plan graph is

expanded until quiescence.
• GRadd: traditional cost propagation in a plan graph.

Table 4 summarizes the results. For each planner, each
column shows average performance over the 15 problems
in each domain. The first row in the table represents the
optimal solution where HSP⇤

f
(HSP⇤

f
u) was allowed to run

for an unlimited amount of time. The other rows represent
different measures of quality and performance:
• T shows the average time in seconds taken for solving the

problems.
• Q shows the fraction of times the actual goal was among

the goals found to be the most likely.
• S shows the spread, that is, the average number of goals

in G that were found to be the most likely.
• Q20 and Q50 show the fraction of times the actual goal is

in the top 20% and top 50% of the ranked goals. Although
Q might be less than 1 for some problem, Q20 or Q50

might be 1, indicating that the actual goal was close to the
top.

• d is the mean distance between the probability scores
produced for all the goal candidates, and the probability
scores produced by gHSP⇤

f
u. More precisely, if the set of

possible goals is {G1, ..., Gn}, a method produces proba-
bilities {e1, ..., en} for those goals, and gHSP⇤

f
u produces

{p1, ..., pn}, d is defined as:

d = 1/n

nX

i=1

|ei � pi| (12)

The use of an optimal planner like HSP⇤
f

u is generally
impractical for real-time goal recognition on any non-trivial
domain. Surprisingly, LAMA does not perform any better
on the harder domains, and the solution quality is uneven.
Greedy LAMA is much faster, but still no faster than HSP⇤

f
u

in the blocks world domain. The h
s
a

heuristic (Ramı́rez and
Geffner, 2009) for approximating costs is quite fast, but the
cost estimates are not very accurate, leading to poor quality
results for goal recognition. The GRI heuristic is also quite
fast, but yields much better results. On the harder domains,
it is two orders of magnitude faster than HSP⇤

f
u, LAMA, or

Greedy LAMA, and yields results of comparable quality to
both LAMA and Greedy LAMA for the higher observation
percentages.

Conclusions and Future Work
This paper presents a heuristic estimator h

I based on a cost-
plan graph and interaction information to compute more ac-
curate cost estimates. This heuristic provides cost estimates



Table 4: Goal recognition with random observations
Domain Blocks Intrusion Kitchen Logistics

Approach %O 100 70 50 30 10 100 70 50 30 10 100 70 50 30 10 100 70 50 30 10

HSP⇤
f

u
T 558.08 419.45 379.81 357.94 357.94 447.41 281.12 151.37 3.58 3.55 480.51 171.08 49.62 37.93 37.92 36.26 32.46 14.08 7.04 7.04
Q 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0.93 0.66 0.8 0.8
S 1.06 1.13 4.06 11.46 11.46 1 1 1.06 4.46 4.6 1 1 1.33 1.4 1.4 1 1.13 2.26 3.6 3.6

LAMA

T 1603.24 1522.96 1260.6 1077.62 1082.15 92.85 89.01 64.97 17.57 17.48 26.33 26.2 20.45 20.3 20.3 45.17 41.71 26.53 11.38 11.39
Q 0.33 0.8 0.8 0.93 1 0.93 1 1 1 1 0.73 1 1 1 1 1 0.93 0.66 0.8 0.8
S 1 1.13 3.86 10.4 10.93 0.93 1 1.06 4.46 4.6 0.73 1 1.33 1.4 1.4 1 1.13 2.26 3.6 3.6

Q20 1 1 1 1 1 0.93 1 1 1 1 0.73 1 1 1 1 1 1 0.93 1 1
Q50 1 1 1 1 1 0.93 1 1 1 1 0.73 1 1 1 1 1 1 1 1 1

d 0.24 0.316 0.192 0.048 0.068 1.739 1.12 0.095 7⇥10�6 7⇥10�6 0.358 3⇥10�3 0.016 0.012 0.012 0.019 0.673 1.051 0.956 0.956

LAMAG

T 849.08 840.76 814.95 803.04 809.01 3.32 2.63 2.21 2.08 2.08 0.42 0.36 0.33 0.32 0.32 5.47 4.95 4.5 4.33 4.36
Q 0.93 0.8 0.73 0.66 0.46 0 0.4 1 1 1 0.73 1 1 1 1 1 0.8 0.4 0.46 0.46
S 1 1.2 3 6.2 4.2 0 0.4 1.13 4.46 4.6 0.73 1 1.33 1.4 1.4 1 1.2 1.8 2.93 2.93

Q20 0.93 1 1 1 1 0 0.4 1 1 1 0.73 1 1 1 1 1 1 0.66 0.6 0.6
Q50 0.93 1 1 1 1 0 0.4 1 1 1 0.73 1 1 1 1 1 1 0.93 0.86 0.86

d 0.068 0.34 0.404 0.322 0.341 1.86 1.12 0.108 7⇥10�6 7⇥10�6 0.358 3⇥10�3 0.016 0.012 0.012 0.019 0.675 1.179 1.063 1.063

h
s
a

T 1.04 0.89 0.81 0.81 0.8 0.7 0.46 0.39 0.35 0.36 0.066 0.049 0.044 0.045 0.046 0.61 0.55 0.51 0.51 0.51
Q 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0.13 0.06 0.13 0.06 0.06
S 20.26 20.26 20.26 20.26 20.26 16.66 16.66 16.66 16.66 16.66 3 3 3 3 3 2.8 1.86 1.93 1 1

Q20 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0.93 0.93 0.86 0.86 0.86
Q50 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0.93 0.93 0.86 0.86 0.86

d 0.092 0.087 0.062 0.035 0.035 0.123 0.124 0.119 0.075 0.073 0.443 0.436 0.284 0.226 0.226 0.123 0.117 0.099 0.074 0.074

GRI

T 1.007 1.029 1.265 1.452 1.452 0.885 0.493 0.212 0.209 0.21 0.261 0.195 0.140 0.135 0.135 0.886 1.015 1.19 1.266 1.271
Q 1 0.66 0.4 0.13 0.13 1 1 0.93 0.93 0.93 1 1 1 1 1 1 0.86 0.53 0.6 0.6
S 1.06 0.8 1.06 1.73 1.73 1 1 1 4.4 4.53 1 1 1.2 1.26 1.26 1 1.26 1.6 2.46 2.46

Q20 1 0.66 0.53 0.46 0.46 1 1 1 0.93 0.93 1 1 1 1 1 1 0.93 0.66 0.73 0.73
Q50 1 0.73 0.73 0.8 0.8 1 1 1 1 1 1 1 1 1 1 1 0.93 0.8 0.86 0.86

d 0.149 0.962 0.751 0.336 0.336 3.2⇥10�4 0.055 0.872 0.241 0.241 3.98⇥10�4 0.036 0.107 0.192 0.192 0.264 0.786 1.163 0.718 0.718

GRIE

T 9.936 8.211 4.542 3.696 3.687 1.293 1.191 0.996 0.743 0.738 0.287 0.266 0.230 0.193 0.193 7.535 4.24 3.016 2.842 2.834
Q 0.46 0.53 0.46 0.13 0.13 1 1 0.93 0.93 0.93 1 1 1 1 1 0.86 0.66 0.66 0.6 0.6
S 1.26 1.13 1.86 1.73 1.73 1 1 1 4.4 4.53 1 1 1.2 1.26 1.26 1.13 1.4 1.8 2.8 2.8

Q20 0.46 0.73 0.66 0.4 0.4 1 1 1 0.93 0.93 1 1 1 1 1 0.86 0.8 0.8 0.73 0.73
Q50 0.46 0.8 0.86 0.8 0.8 1 1 1 1 1 1 1 1 1 1 0.93 1 0.86 0.86 0.86

d 1.094 1.025 0.742 0.358 0.358 3.2⇥10�4 0.055 0.872 0.241 0.241 3.98⇥10�4 0.036 0.107 0.192 0.192 0.387 0.943 1.107 0.771 0.771

GRadd

T 0.761 0.609 0.643 0.782 0.783 0.886 0.491 0.196 0.192 0.193 0.258 0.191 0.136 0.128 0.129 0.806 0.405 0.448 0.508 0.51
Q 1 0.46 0.46 0.46 0.46 1 1 1 1 0.93 1 1 1 1 1 1 0.4 0.46 0.6 0.6
S 1 0.53 1.2 2.06 2.06 1 1.13 1.13 4.06 3.93 1 1 1.33 1.4 1.4 1 1 2.13 2.93 2.93

Q20 1 0.46 0.6 0.6 0.6 1 1 1 1 0.93 1 1 1 1 1 1 0.46 0.6 0.66 0.66
Q50 1 0.46 0.6 0.73 0.73 1 1 1 1 1 1 1 1 1 1 1 0.53 0.73 0.8 0.8

d 0.088 1.084 1.036 1.004 1.004 0.151 0.764 1.25 0.311 0.285 2⇥10�6 0.038 5⇥10�6 0.022 0.022 0.011 1.196 1.29 0.899 0.899

that are substantially closer to the optimal and more consis-
tent. Regardless of the quality estimates generated by h

I ,
its use in classical planning does not pay off because of the
computational overhead. However, it is very useful for goal
recognition to infer probability estimates for the possible
goals.
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